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Automatic detection of root rot and resin in felled Scots pine stems using 
convolutional neural networks
Eero Holmström a, Henna Kainulainena, Antti Raatevaaraa,b, Jonne Pohjankukkaa, Tuula Piria, Juha Honkaniemia, 
Jori Uusitaloa,c, Mikko Peltoniemia, and Aleksi Lehtonena

aNatural Resources Institute Finland (Luke), Helsinki, Finland; bMiCROTEC Innovating Wood Oy, Espoo, Finland; cDepartment of Forest Sciences, 
University of Helsinki, Helsinki, Finland

ABSTRACT
Root rot caused by Heterobasidion spp. is the most serious fungal disease of conifer forests in the Northern 
Hemisphere. In Scots pine (Pinus sylvestris L.) stands infected by H. annosum, root rot reduces sawlog 
quality due to decay and resin-soaked patches. Automatically detecting the disease during harvesting 
operations could be used to optimize bucking as well as to efficiently collect data on root-rot incidence 
within forest stands and at larger geographical scales. In this study, we develop deep learning models 
based on convolutional neural networks to automatically detect root rot disease and the presence of 
resinous wood in stem end images of Scots pine. In addition, we study the effect of pre-filtering the 
images via a classical texture operator prior to model development. Using transfer learning on pre-trained 
feature extractor networks, we first construct classifiers for detecting severely rotten wood in stem end 
images. Second, we develop a classifier for detecting the presence of resin outside branch knots. In rot 
detection, using regular RGB images, our final model reaches a binary classification accuracy of (63 ± 6)% 
on the independent test data, where the error is the standard error. Pre-processing the images using the 
classical texture operator increases the final classification accuracy to (70 ± 6)%. To detect only resin using 
regular RGB images, we find an accuracy of (80 ± 6)%. Finally, we discuss the operational implications and 
requirements of implementing such computer vision algorithms in the next generation of forest 
harvesters.
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Introduction

Heterobasidion spp. are widely occurring fungi in the conifer
ous forests of the Northern Hemisphere (Garbelotto and 
Gonthier 2013). Through root rot disease, Heterobasidion 
spp. cause significant damage to forests. In Scots pine (Pinus 
sylvestris L.), H. annosum sensu stricto (Fr.) Bref. is the leading 
agent of decay, causing growth losses and a reduction in timber 
yield, inflicting significant financial losses on forest owners and 
wood purchasers (Burdekin 1972; Wang et al. 2014). The dis
ease spreads among the root systems of trees, eventually reach
ing the stem, where its signature symptom is resin secreted by 
the host in an attempt to contain the spread of the fungal 
mycelium and the ensuing decay. The resin-soaked patches 
and the decay at the base of the stem reduce sawlog quality. 
Eventually, the fungus kills the host tree (Greig 1995). Climate 
change is expected to increase forest disturbances due to patho
gens (Müller et al. 2014; Seidl et al. 2017), which implies that 
the ecological and economic damage caused by Heterobasidion 
spp. will probably increase in the future.

In cut-to-length (CTL) harvesting, tree stems are bucked 
into logs immediately after felling. The prospect of imaging 
tree stems at the time of bucking via a camera mounted onto 
the harvester (Mäkinen et al. 2019; Ostovar et al. 2019) could 
make it possible to automatically detect and analyze root rot 
disease. Such analysis could provide the information necessary 

to accurately separate the diseased and healthy portions of the 
stem, either automatically or manually, preventing rotten wood 
ending up at the sawmill or healthy sawlog material being left 
on the forest floor in overly large amounts. The automatic 
detection of rot by harvesters, paired with location data, 
could also be used to create maps of root rot incidence at the 
stand level, as well as at larger geographical scales (Puliti et al.  
2018). This would support the planning of precision manage
ment strategies for the efficient prevention or containment of 
root rot disease when regenerating stands, as well as the devel
opment of large-scale risk prediction models for the disease.

While resin is a smaller concern than decay in regards to 
wood quality, the presence of resin is considered a defect that 
reduces timber quality. Implementing a computer vision-based 
resin detector alongside other analysis tools in a harvester would 
probably incur only a minor computational cost and still provide 
useful information about wood quality. Automatic registration 
when considerable amounts of resin are present in a harvested 
sawlog could therefore enable more precise assessment of the 
quality and value of sawlogs being produced in CTL operations 
than is possible today.

Depending on the severity of root rot disease in Scots pine, 
the resin pattern visible at the stem end can be prominent or 
subtle, sometimes appearing similar to resin patches formed as 
a response to mechanical damage to the stem or due to decay 
agents other than Heterobasidion spp. In addition, the decay 
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and resin due to root rot do not always appear together. These 
complex visual aspects of the disease make it challenging to 
analyze root rot in a stem end image.

Convolutional neural networks (CNNs) have been used to 
tackle a wide range of image recognition tasks with great 
success (Goodfellow et al. 2016). The power of CNNs in ana
lyzing images of wood has recently been demonstrated in, e.g. 
detecting root rot in images of Norway spruce stumps (Puliti 
et al. 2018; Ostovar et al. 2019; Nowell 2019), identifying 
individual logs based on their bark textures (Vihlman et al.  
2019; Robert et al. 2020) or end face images (Holmström et al.  
2023), and in counting annual tree rings in cross-sectional 
images of stems (Fabijańska and Danek 2018). CNNs are gen
erally more robust than classical image analysis approaches 
with respect to imaging conditions and require very little 
manual tuning by the model developer, which makes them 
a powerful tool for solving computer vision problems.

In this study, we develop and assess CNN-based deep learn
ing models for detecting root rot disease in stem end images of 
Scots pine. In developing these models, we consider both 
regular RGB images of log ends and the same images first 
filtered via a classical texture operator to determine whether 
such pre-processing could produce new features useful for 
detecting the disease. In addition, using regular RGB images, 
we develop and present a model for detecting when significant 
amounts of resin are visible on a stem end. Finally, we discuss 
the implications and the required performance of such models 
for real forest operations.

Materials and methods

Collecting and labeling the image data

To develop CNN models for the task of root rot detection, we 
collected an original data set comprising both healthy and 
infected Scots pine trees. In a single-species Scots pine stand 
in Southern Finland, known from an earlier survey to be 
severely infected by H. annosum, 30 trees were felled in the 
late fall of 2019 for this purpose. The stand, described in detail 
in Pitkänen et al. (2021), is originally an experiment for testing 
the breeding value of plus-trees (Ruotsalainen 2014) from 
Southern and Central Finland, all the 30 studied trees being 
siblings of each other with limited genetic variation. As the 
decay and resin from root rot typically do not reach higher 
than ~30 cm up into the stem of Scots pine (Laine 1976), each 
tree was cut as close to the ground as possible to reliably 
identify diseased stems. For each tree, the appearance of the 
cut surface was immediately assessed on felling. In the case of 
a suspected or clear case of root rot, disks of ~5 cm were cut 
from the stem until no signs of the disease were visible. The 
number of disks produced from each tree ranged from 1 to 26 
with an average of 6.4, leading to a total of 192 disks from the 
total set of 30 stems.

After the felling operation, the disks were moved to a fridge 
for overnight storage. The following day, the bottom face of 
each disk was first brushed clear of sawdust and dirt, etc. and 
then photographed at room temperature. The camera was 
a Nikon D7200, the lens was a Sigma DC 17–50 mm 1:2.8 EX 
HSM, the working distance was approximately 50 cm, and the 

photography was performed under artificial lighting. The 
image resolution was 6000 pixels by 4000 pixels. Keeping the 
disks at room temperature prior to the photographing 
increased the contrast between resinous areas and the clean 
wood surface. A total of 192 disks were processed and photo
graphed in this way.

For each of the 192 disk images, the severity of the observed 
decay was assessed on a scale of 0 to 4, with 0 meaning no rot 
and 4 indicating advanced decay (Pitkänen et al. 2021). Each 
disk was then assigned a binary label of either “rotten” or 
“healthy,” with “rotten” indicating rot severity of degree 4 
and “healthy” indicating any other level of rot. This relatively 
coarse approach was taken to simplify the binary classification 
task at hand in light of the small number of images and the 
intricacies of the visual symptoms of the disease.

An alternative labeling of the data was produced to create 
a classifier model for solely detecting resin in the images. For 
this latter classification task, each image was labeled either 
“contains extra resin” or “clean,” depending on whether the 
image displayed significant amounts of extractives outside 
branch knots. In addition to resin secreted due to root rot, 
resin produced due to external damage to the trees, including 
test drillings performed prior to our study, was present in the 
collected data set. The labeling of the data for these two classi
fication tasks differed significantly.

Finally, for each image, the disk was manually segmented 
from the original photograph and set over a black background, 
and the images were cropped closer to the outline of the disk. 
The resulting data set for the task of root rot detection com
prised 192 disk images, of which 92 were “healthy” and 100 
“rotten,” forming an overall class distribution of 48% “healthy” 
vs. 52% “rotten.” Examples of images in these two ground truth 
categories are presented in Figure 1(a). For the task of detecting 
resinous wood, the classes “contains extra resin” and “clean” 
comprised 103 and 89 images, respectively. This corresponds 
to a class distribution of 54% and 46% respectively. Examples 
of images in these two categories are presented in Figure 1(b). 
The annotated data sets are publicly available at http://dx.doi. 
org/10.5281/zenodo.5513331.

Splitting the data into training and test sets

A fundamental assumption in supervised machine learning is 
that the data being used is independent and identically distrib
uted (i.i.d.). In our data, the i.i.d. assumptions are violated 
because there are dependencies between the disk images, as 
multiple stem end images were extracted from nearly every tree 
trunk. During the model selection process, if images from the 
same trunk are present in both the training and test data, i.e. 
the training and validation folds of the training set, the model is 
at risk of learning to recognize individual tree trunks instead of 
the target variable of interest, i.e. the presence of root rot or 
resin. Moreover, spreading the (relatively similar) images ori
ginating from a given tree trunk over the training and test sets 
would constitute a form of data leakage from the test set to the 
training set, which could lead to overly optimistic estimates of 
the model generalization error. To mitigate this issue, we took 
the following two actions.
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First, disk images from a given trunk were only included in 
one data set at a time (training set, test set). To create the 
training set and test set for a given classification task, we 
repeated the random train/test split procedure until the (rot 
or resin) class distribution in both data sets was close to the 
overall class distribution in the data. For both rot detection and 
resin detection, the training set comprised 22 trunks, and the 
test set comprised the remaining 8 trunks. Details of the data 
sets for each of the tasks are given in Tables 1 and 2.

Second, in our model development procedure, we evaluated 
model candidates using leave-subject-out (LSO) cross- 
validation (Syrjälä et al. 2019). In this leave-one-out cross- 
validation variant, using the training set of 22 trunks, we 
trained the model on 21 trunks and evaluated the model on 
the remaining trunk. This process was repeated, with each of 
the trunks serving as the validation data at a time. Finally, the 
model performance metrics and loss were averaged over the 22 
validation folds.

Pre-processing the images via a local binary pattern 
texture operator

In addition to developing rot detection models for regular RGB 
images of stem ends, we investigated the effect of pre- 
processing the images via a classical local binary pattern 
(LBP) texture operator (Ojala et al. 2002) prior to model 
development. The motivation behind this approach was the 

Figure 1. (a) Examples of images in each of the two categories for the classification task of detecting root rot disease in a stem end image of Scots pine. In the “healthy” 
category, the second image from the left contains decay that has not yet developed to degree four on the scale used here (see text for details). In the fourth image from 
the left, the resin is not due to root rot disease. In the “rotten” category, the decay is accompanied by resin in only two out of the four cases shown here. (b) Examples of 
images in each of the two categories for the classification task of detecting extra resin in a stem end image of Scots pine. Extra resin here means significant presence of 
resin outside branch knots.

Table 1. Properties of the data sets used in developing and assessing our deep 
learning models for detecting root rot in stem end images of Scots pine. The 
overall fractions of healthy and rotten images over the entire data (192 images) 
are 0.48 and 0.52, respectively.

Property Training set Test set

Number of tree trunks 22 8
Number of healthy images 61 31
Number of rotten images 74 26
Total number of images 135 57
Fraction of healthy images 0.45 0.54
Fraction of rotten images 0.55 0.46
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idea that rotten areas in a stem end might systematically exhibit 
certain “textures,” and extracting these from the image via the 
application of an LBP operator might make the classification 
task easier. We considered three variants of the LBP operator, 
as implemented in the scikit-image implementation of LBP 
(van der Walt et al. 2014): “default,” “ror,” and “uniform.” 
We chose this set of LBP variants because it provided us with 
a reasonably comprehensive selection of different LBP 
approaches.

In each of these three LBP methods, the local texture 
around a given pixel in a grayscale image is quantified by 
a scalar number. In the “default” method, each pixel value 
p in a circularly symmetric local neighborhood of pixels is 
compared to the value c of the central pixel. The results of 
these comparisons are translated into 1’s (p � c � 0) and 
0’s (p � c< 0), and the result is read out as a binary num
ber which then quantifies the texture at the central pixel. In 
the “ror” method, rotational invariance is achieved by 
defining the LBP result at the central pixel as follows. 
One takes the “default” result for the binary number, and 
then performs bitwise right shifts on the number until the 
minimum value is obtained. Finally, in the “uniform” 
method, the focus is on so-called uniform patterns, which 
correspond to “default” binary numbers with at most two 
shifts between 0 and 1 when moving from one bit to the 
next. The texture is quantified at the central pixel as the 
sum of the results of the comparisons between neighbor
hood pixels and the central pixel, each comparison trans
lated into 1 or 0 as in the “default” method. For a more 
detailed description of these three LBP methods, we refer 
the reader to Sections 2.1, 2.2, and 2.3 respectively of Ojala 
et al. (2002).

For each original RGB image, we first converted the image 
to grayscale. We then applied the LBP operator to the grayscale 

image. To obtain pixel values within the range [0, 255] for the 
LBP-filtered image, we then replaced each pixel value vi with 
(Equation 1) 

Furthermore, as each CNN here expected an image with three 
channels as input, we duplicated the single LBP channel to 
create an image with all three channels containing the same 
LBP pixel data. The pre-processing described here was done for 
each of the three LBP methods offline and prior to model 
development, for the same training set and test set as was 
used for rot detection from regular RGB images. An example 
of an RGB stem end image and the same image first converted 
into grayscale and then processed with each variant of the LBP 
operator considered here is presented in Figure 2. We used 
Python 3 for the LBP pre-processing and the development of 
all deep learning models in this study.

Developing the deep learning models

Outline of the model development procedure
In this study, we trained deep learning models for the following 
three tasks: rot detection using RGB images; rot detection using 
LBP-filtered RGB images; and resin detection using RGB images. 
As our data set was small for a deep learning task, we employed 
transfer learning (Yosinski et al. 2014). Here, using TensorFlow 
(Abadi et al. 2016) through the Keras framework (Chollet et al.  
2015), we harnessed existing, general-purpose CNNs pre-trained 
on large image sets as feature extractors upon which we trained 
classifier layers specifically tuned for each task.

For our model’s feature extractor component, we considered 
a range of CNNs of different architectures. Our candidate CNNs 
were EfficientNetB4 (Tan and Le 2019), MobileNet V2 (Sandler 
et al. 2018), Xception (Chollet 2017), ResNet50v2 (He et al.  
2016), NASNetMobile (Zoph et al. 2018), VGG-19 (Simonyan 
and Zisserman 2014), and DenseNet201 (Huang et al. 2017). All 
are deep CNNs pre-trained for classification on a diverse subset 
of ImageNet data consisting of over one million annotated 
images in 1000 different categories (Russakovsky et al. 2015). 
The candidate CNNs all perform well on the ImageNet data, 
indicating that they are good general-purpose feature extractors 
with potential for transferability to a wide range of image recog
nition tasks. For details of these CNNs, we refer the interested 
reader to the given references.

Table 2. Properties of the data sets used in developing and assessing our deep 
learning models for detecting extra resin in stem end images of Scots pine. The 
overall fractions of clean and resinous images over the entire data (192 images) 
are 0.46 and 0.54, respectively.

Property Training set Test set

Number of tree trunks 22 8
Number of clean images 68 21
Number of resinous images 80 23
Total number of images 148 44
Fraction of clean images 0.46 0.48
Fraction of resinous images 0.54 0.52

Figure 2. Example of a log end image of Scots pine before (“original”) and after converting the image to grayscale and applying the LBP operator to the image. The three 
different LBP methods considered here were “default,” “ror,” and “uniform” (see text for details).
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The model structure we used for all three tasks is illustrated 
in Figure 3(a). The input image was fed to the feature extractor 
CNN, whose original classification layers had been removed 
and replaced with a 2D global average pooling layer. The CNN 
thus acted as a feature extractor outputting a 1D feature vector 
of “deep features” into which the content of the image were 
distilled. These features were then fed through a dropout layer 
(with a rate of 0.5 during training) to a fully connected layer of 
NFC units with ReLU activation, which was followed by a single 
sigmoid unit. To classify a given image into the category y = 1, 
we adopted a threshold of 0.5 for the probability p(y = 1 |x) 
output by the model.

For each of the three tasks considered here, we followed the 
same overall workflow in model development and evaluation 
(Figure 3(b)). First, using LSO cross-validation (Figure 3(c)), 
we selected the best-performing feature extractor CNN for the 
task. Again using LSO cross-validation, we then performed 
a search for optimal model hyperparameters. Next, we trained 

the model on the entire training set. Finally, we evaluated the 
model on the thus far held-out test set.

We used binary cross-entropy as the loss function and 
binary classification accuracy as the performance metric. In 
all training runs throughout the study, the batch size was 20, 
and gradient norms were clipped to 1.0. All network weights 
outside the batch normalization layers and the classification 
layers were kept frozen. To compute the validation accuracy in 
LSO cross-validation, we pooled the predictions and corre
sponding true labels over all the validation folds and computed 
the mean accuracy and standard error of the mean accuracy. 
To compute validation loss in the LSO cross-validation, we 
took the weighted average of the binary cross-entropy loss over 
the individual folds. During training, we performed augmenta
tion of the training fold using random flips, shearing, transla
tions, zooming, and rotations.

When training the models, we observed that for a given 
model configuration, the results often varied significantly 

Figure 3. (a) Schematic view of the structure of the classification models developed in this study. (b) The workflow of model development. (c) Leave subject out (LSO) 
cross-validation as implemented in this study. The index 1, 2, . . . denotes all the images from trunk 1, all the images from trunk 2, etc. For a training set of M trunks, the 
model is trained on M-1 trunks (orange) and validated on the remaining trunk (blue). This is repeated until each trunk has served once as the validation data. The loss 
and performance metrics are then averaged over the M validation folds (see text for details).
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between different full cycles of LSO cross-validation. To evaluate 
a model configuration, both when choosing the best feature 
extractor (and LBP method) and in hyperparameter scanning, 
we therefore ran five full cycles of LSO cross-validation and took 
the mean of the accuracies and loss over these to represent the 
accuracy and loss of the model configuration in question.

In the following three sections, we describe the details of 
model development for each of the three tasks considered here.

Developing models for rot detection using RGB images
To first find the best-performing feature extractor CNN for 
this task, we set NFC = 0, i.e. no fully connected layer between 
the pooling layer of the CNN and the sigmoid unit. Using each 
of the seven CNNs in turn, we trained the model for a period of 
Nepochs = 100 epochs at a learning rate of α = 1e-3 for the Adam 
optimizer (Kingma and Ba 2014) in stochastic gradient des
cent. All images were scaled to a size of 224 pixels by 224 pixels 
before inputting to the CNNs.

Based on these training runs, we chose the feature extractor 
CNN that gave the highest validation accuracy while exhibiting 
a reasonably low validation loss and smooth behavior of accu
racy and loss as a function of training epoch. This CNN was 
ResNet50v2. Then, using ResNet50v2, we performed a grid 
search for optimal values of the following hyperparameters: α; 
NFC; and Nepochs. We first varied α over 1e-2, 1e-3, 1e-4, NFC 
over 0, 256, 2,048, and Nepochs over 25, 50, 100, 200, 300. From 
these runs, we chose the parameter combination that gave the 
highest validation accuracy, while exhibiting a reasonably low 
validation loss and smooth behavior of accuracy and loss as 
a function of the training epoch. As this set was α = 1e-3, NFC =  
0, Nepochs = 300, we performed another round of hyperpara
meter optimization, this time using α = 1e-3, NFC = 0, and 
Nepochs = 250, 300, 350, 400, 500. Based on these results, the 
best setup for training our final model was ResNet50v2, 
α = 1e-3, NFC = 0, and Nepochs = 350. The accuracy of the clas
sifier using these hyperparameters, as averaged over the five 
full cycles of LSO cross-validation, was 76.7%.

We then trained the classifier on the entire training set and 
evaluated the resulting model on the thus far held-out test set. 
Because of significant variance in model performance between 
different randomly initialized training runs, we repeated this 
final training 50 times. To obtain baselines with which to 
compare our deep learning models, we used two simplistic 
models: one that 1) always predicted the dominant class in 
the training set, and one that 2) always predicted the dominant 
class in the test set.

Developing models for rot detection using RGB images 
pre-processed via LBP
In this task, in addition to finding the best-performing feature 
extractor CNN, we needed to find the best choice of LBP 
method to use. To accomplish this, we again considered the 
model structure with NFC = 0. Then, using each of the seven 
CNNs in turn, and for each of them, using each of the three 
considered LBP methods in turn (“default,” “ror,” “uniform”), 
we trained the model for a period of Nepochs = 1,000 epochs at 
a learning rate of α = 1e-3. For the LBP methods, we used P = 8 
and R = 1, where P is the number of points along the circularly 

symmetric neighborhood of radius R in pixels (see Ojala 
et al. 2002). Before being inputted to the CNNs, we scaled 
each LBP image to a size of 224 pixels by 224 pixels. The 
algorithm for performing the scaling proved significant to the 
visual appearance of the scaled images. Here, we chose the 
bilinear approach to obtain scaled LBP images similar in 
appearance to the full-sized LBP images.

From these runs, we chose the CNN and LBP combination 
that gave the highest validation accuracy, while still exhibiting 
a reasonably low validation loss and smooth behavior of accu
racy and loss as a function of the training epoch. This combi
nation was the Xception CNN and the “ror” variant of LBP.

Next, we explored different values of the LBP parameters 
P and R for the Xception + “ror” combination (R = 2, 3 with 
P = 8 R), repeating the LSO cycle twice for each combination of 
P and R. These tests showed that the original choice of P = 8, 
R = 1 resulted in the highest validation accuracy. We adopted 
this setup from there onward.

We then ran a hyperparameter search using α = 1e-2, 1e-3, 1e- 
4, NFC = 0, 256, 2,048, and Nepochs = 200, 500, 1,000, 2,000. The 
parameter set that resulted in the highest validation accuracy, 
while still exhibiting a reasonably low loss and smooth behavior 
of loss and accuracy as a function of epoch was NFC = 2,048, 
Nepochs = 2,000, and α = 1e-3. We therefore performed a further 
hyperparameter scan using α = 1e-3, NFC = 1,024, 2,048, 4,096, 
and Nepochs = 1,500, 2,000, 2,500, 3,000. This provided no 
improvement on the results of the first hyperparameter scan, so 
we chose Xception + “ror” with P = 8, R = 1, NFC = 2,048, 
Nepochs = 2,000, and α = 1e-3 for the final model setup. The accu
racy of the classifier using these hyperparameters, as averaged over 
the five full cycles of LSO cross-validation, was 77.8%.

As in the case of using regular RGB images for rot detection, 
we repeated the final model training 50 times. We used the 
same simplistic models as a baseline for this task.

Developing models for resin detection using RGB images
To develop the CNN model for detecting extra resin in RGB 
images of the stem end, we used the same development and 
evaluation procedure as for the case of rot detection from 
RGB images, with the following exception: only a single 
round of hyperparameter scanning was necessary here. The 
best setup for training our final model was VGG-19, α = 1e-3, 
NFC = 256, and Nepochs = 100. The accuracy of the classifier 
using these hyperparameters, as averaged over the five full 
cycles of LSO cross-validation, was 75%. We again repeated 
the final model training 50 times. Corresponding to the cases 
of the two previous sections, for comparing our deep learning 
models against, we used two simplistic models: one that 1) 
always predicted the dominant class in the training set, and 
one that 2) always predicted the dominant class in the test set.

Results

Automatic detection of root rot from RGB images

For the task of rot detection in regular RGB images of stem ends, 
the mean accuracy over the 50 individual final training runs was 
(64.0 ± 0.5)%, where the error is the standard error of the mean. 
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This is somewhat lower than the accuracy of 76.7% obtained at 
the end of model development using LSO, possibly indicating 
a slight overfitting of the model on the training set. In the 
following, we present detailed results for a single representative 
model from this ensemble, which we call “the final model.”

The performance metrics for the final model, as computed on 
the test set, are summarized in Table 3. The overall classification 
accuracy on the test set was (63 ± 6)%, where the error is the 
standard error. The confusion matrix for this classifier is highly 
unsymmetrical (Table 4), which is reflected in the large difference 
between precision and recall. The model clearly favors “rotten” to 
“healthy” in its predictions, as evinced by the lack of false negatives 
and a fair amount of false positives on the test set. The F1 score is 
a reasonably good 0.71. In contrast, the area under the receiver 
operating characteristics curve (Figure 4) is very high (0.95). This 
may be due to the fact that as the model emphasizes “rotten,” i.e. 
positive predictions over “healthy,” i.e. negative ones, the true 
positive rate necessarily tends to be high.

The classification accuracy was (54 ± 7)% for a baseline model 
that always predicted the dominant class in the test set and (46 ±  
7)% for one that predicted the dominant class in the training set. 
Overall, despite the overlap of the accuracy of the final model 
with the best baseline result, the final model appears to perform 
better than these baseline models on the test set, including an 
area of 0.95 under the ROC curve compared to the value of 0.5 
given by the family of “no skill” models producing uniformly 
random predictions, to which our baseline models belong. Case 
examples of correct and incorrect predictions given by the final 
model on the test set are presented in Figure 5.

Automatic detection of root rot from RGB images 
pre-processed via LBP

For the task of rot detection in stem end RGB images pre- 
processed via LBP, the mean accuracy over the 50 final training 

runs was (70.1 ± 1.4)%. This is slightly lower than the accuracy 
of 77.8% obtained at the end of hyperparameter tuning using 
LSO cross-validation, which may indicate a small overfitting. 
As in the previous section, we present detailed results in the 
following for a single representative model from this ensemble, 
which we call “the final model.”

The performance metrics for the final model, as computed on 
the test set, are summarized in Table 3. The overall classification 
accuracy on the test set was (70 ± 6)%. As for the case of rot 
detection directly from RGB images, the confusion matrix for 
this classifier is highly unsymmetrical (Table 4), which leads to 
a large difference between precision and recall. This model also 
clearly favors “rotten” to “healthy” in its predictions, as shown 
by the significant number of false positives and only a single false 
negative on the test set. The F1 score is a reasonably good 0.75. 
In contrast, the area under the receiver operating characteristics 
curve (Figure 4) is again very high (0.93), possibly for the reason 
suggested in the previous section.

With an accuracy of (70 ± 6)%, the final model is signifi
cantly better than the best baseline model, which had an 
accuracy of (54 ± 7)%. Examples of correct and incorrect pre
dictions given by the final model on the test set are presented in 
Figure 6.

Automatic detection of resin from RGB images

For the task of detecting extra resin in RGB images of stem 
ends, the mean accuracy over the 50 final training runs was 
(79.4 ± 0.5)%. This is slightly higher than the accuracy of 75% 
found at the end of model development using LSO cross- 
validation, but the small difference may simply be explained 
by the small size of the test set. As in the previous two sections, 
we present detailed results in the following for a single repre
sentative model from this ensemble, which we call “the final 
model.”

Table 3. Test set performance metrics for each of the classifier models developed in this study. The F1 score is the harmonic mean of the precision and recall. See 
Alpaydin (2016) for the definition of the rest of these metrics. For each case, the results are given for the representative final model (see text for details). The error in the 
accuracy is the standard error.

Metric Rot detection from RGB images Rot detection from RGB images pre-processed via LBP Extra resin detection from RGB images

Accuracy 0.63 ± 0.06 0.70 ± 0.06 0.80 ± 0.06
Precision 0.55 0.61 0.73
Recall 1.0 0.96 0.96
F1 score 0.71 0.75 0.83
Area under ROC curve 0.95 0.93 0.87

Table 4. The confusion matrix on the test set for each of the classifier models developed in this study. The results are given for the 
representative final model for each case (see text for details).

Ground truth

Healthy Rotten
Model prediction, rot detection from RGB images Healthy 10 0

Rotten 21 26
Healthy Rotten

Model prediction, rot detection from RGB images pre-processed via LBP Healthy 15 1
Rotten 16 25

Clean Resinous
Model prediction, extra resin detection from RGB images Healthy 13 1

Rotten 8 22
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Figure 4. Receiver operating characteristics curve on the test set for each of the three classifiers developed in this study. For each case, the classifier in question is the 
representative final model (see text for details). The area-under-the-curve (AUC) value is reported in the plot for each classifier. The models represented by the red 
dashed line produce uniformly random predictions for p(y = 1 | x).

Figure 5. Examples of predictions made on the test set by the final representative classifier model (see text for details) for detecting root rot in RGB stem end images of 
Scots pine. No incorrect predictions, i.e. false negatives, were produced by the model in the rotten ground-truth category (y = 1).
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The performance metrics for the final model, as computed 
on the test set, are summarized in Table 3. The overall classi
fication accuracy on the test set was (80 ± 6)%. The confusion 
matrix for this classifier is more symmetrical than for the 
models of the two preceding sections (Table 4). However, this 
model also clearly favors positive to negative in its predictions, 
as shown by a fair number of false positives and only a single 

false negative on the test set. The F1 score is 0.83, higher than 
for the previous two cases. The area under the receiver operat
ing characteristics curve (Figure 4) is again very high (0.87), 
possibly for the same reason as suggested for the case of rot 
detection from RGB images.

For a baseline model that always predicts the class “con
tains extra resin,” which is the dominant class in both the 

Figure 6. Examples of predictions made on the test set by the final representative classifier model (see text for details) for detecting root rot in LBP-processed stem end 
images of Scots pine. In the rotten ground-truth category, only one incorrect prediction, i.e. false negative, was produced by the model.
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training and the test set, the accuracy on the test set is (52  
± 8)%. With an accuracy of (80 ± 6)%, our final model is 
significantly better than this baseline. Examples of correct 
and incorrect predictions given by the final model on the 
test set are presented in Figure 7.

Discussion

The purpose of this study was to develop CNN-based deep 
learning methods to automatically detect root rot disease and 
resin patches in stem end images of Scots pine. Our results 
show that the detection of the presence of severe root rot is 

Figure 7. Examples of predictions made on the test set by the final representative classifier model (see text for details) for detecting extra resin in stem end RGB images 
of Scots pine. In the rotten ground-truth category, only one incorrect prediction, i.e. false negative, was produced by the model.
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possible in Scots pine, although the achieved classification 
accuracy of (63 ± 6)% remains modest. However, when the 
stem end images are pre-processed via the classical LBP texture 
operator prior to model development, the final classification 
accuracy rises to (70 ± 6)%. It therefore appears that using the 
chosen LBP operator may help bring out textures indicative of 
the presence or absence of root rot disease in the tree. This then 
makes it easier to learn the desired mapping using a deep 
learning classifier.

The automatic detection of resin in a stem end image of 
Scots pine appears a simpler task than root rot detection. In 
resin detection, we find a final classification accuracy as high as 
(80 ± 6)% using regular RGB images. It is foreseeable that pre- 
filtering the images via LBP could also improve the result of the 
resin detection task. Testing this prediction is a subject for 
future study.

Previously published studies of automatic detection of root 
rot in cross-sectional images of trees focus on Norway spruce. 
Using a random forest classifier applied to a set of 309 stump 
images at a spruce-dominated site, segmented either automa
tically or manually from UAV photographs, Puliti et al. (2018) 
achieved an overall classification accuracy of 78.3% for the 
presence of root and butt rot using out-of-bag error estimation. 
In their study, there was a delay of approximately two months 
between harvesting the trees and imaging the stumps. Using 
a 521-image subset of a data set of 1,000 images of Norway 
spruce stumps acquired on foot and segmented manually, 
Ostovar et al. (2019) developed a model consisting of the 
VGG-19 CNN and dedicated classification layers, reaching 
a binary classification accuracy of 91%. In their study, the 
convolutional layers of the CNN were also trained, i.e. fine- 
tuned to the task. The images were acquired within a few days 
of the harvesting operation. Nowell (2019) analyzed the full 
1,000-image data set underlying the study of Ostovar et al. 
(2019), using manual segmentation of stumps, and found an 
F1 score of 97.1% for classification using the fine-tuned 
DenseNet201 CNN as the feature extractor.

Compared with these earlier results regarding the automatic 
detection of root rot in cross-sectional images of trees, the 
classification accuracy of (70 ± 6)% and F1 score of 75% given 
by our LBP + CNN model appears somewhat modest. A reason 
for this difference may be that root rot in Scots pine is an 
inherently more subtle phenomenon than in the case of 
Norway spruce. In Norway spruce, the decay column is often 
very prominent and rises several meters from the ground 
upward into the stem. In contrast, root rot in Scots pine rarely 
rises above a few dozen centimeters into the stem, and the 
decay is typically more difficult to recognize visually.

Another factor that probably contributes to the difference is 
that our data set of 192 images is smaller than the data sets 
employed in these earlier studies focusing on Norway spruce 
and, in particular, can be considered small for learning the some
what diffuse mapping between images and the presence of root rot 
disease discussed above. However, in Puliti et al. (2018), Ostovar 
et al. (2019), and Nowell (2019), the images were collected from 
various different angles and distances from the tree stumps at 

different levels of lighting, and occlusions by, e.g. needles and 
branches were allowed, which probably made the root rot classi
fication task more challenging. Our setup corresponds perhaps 
most closely to a situation in which the camera in the harvesting 
operation is inside the harvester head, and dust and dirt, etc. are, 
e.g. blown away with air pressure prior to imaging.

To develop a root rot classifier for stem end images of 
Scots pine, using a larger number of images than was avail
able in the present study would probably produce better 
results, possibly sufficiently good for implementation in real- 
life operations. A larger data set would also allow the entire 
CNN network to be fine-tuned to the task at hand, 
a procedure which we avoided here due to early experimen
tation indicating a high risk of overfitting the model on the 
small training set. We also note that when labeling our data, 
depending on whether a low-lying disk in the stem was 
deemed to display root rot disease, resin found higher up 
in that stem was respectively attributed either to the disease 
or another cause. In light of this ambiguity inherent in the 
visual disease symptoms, learning a perfect mapping from 
stem end images to the presence or absence of root rot may 
be impossible. Leveraging the electromagnetic spectrum 
beyond the visual range, e.g. the near-infrared (Liaghat 
et al. 2014; Abdulridha et al. 2016), might present a route 
toward higher detection accuracy for the disease.

Models that nearly attain or even surpass human accuracy in 
visual detection tasks regarding the stem during CTL harvesting 
operations could increase the cost-effectiveness of forest opera
tions. In addition, the automatic detection of root rot and other 
abnormal properties of harvested stems and subsequent decision 
support regarding bucking optimization would act to reduce the 
currently high mental workload of harvester operators.

Regarding the required model performance level for real-life 
operations, from the perspective of the wood purchaser, avoid
ing false negatives in the detection of decay is probably 
a priority. This is because rotten wood that ends up at the 
sawmill (false negative) implies a higher financial loss than 
healthy wood taken for rotten and transported for pulp pro
duction (false positive). Decayed wood at the sawmill also 
constitutes a form of resource loss, the log being more likely 
to be used for burning than for sawed timber. On the other 
hand, the seller of the wood should desire the fewest possible 
false positives, as a healthy log mistakenly considered rotten 
implies a smaller purchase price for the wood. These conflict
ing perspectives underline the need for very high accuracy in 
root rot detection in real-world forest operations.

Finally, to improve the results of root rot detection 
obtained in this study, it may be beneficial to “extend” the 
dataset by operating on close random crops of the stem end 
images instead of on one full cross-sectional image at a time. 
This would also increase the resolution of the finer details of 
the stem end, which could help in learning the desired 
mapping. However, the considerations presented above 
regarding the ambiguous character of the mapping from 
images to the presence of disease probably set a limit for 
the attainable accuracy.
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Conclusions

Our results indicate that automatically detecting root rot 
disease in regular RGB images of Scots pine stem ends is 
challenging. Pre-filtering the images using a classical tex
ture operator appears to enhance the performance of the 
deep learning models, raising classification accuracy to 
a more promising level. Despite this, the ambiguous nature 
of the correspondence between the visual appearance of 
a stem end and the presence or absence of the disease 
may pose a limit for the maximum attainable accuracy in 
this task using regular photography. Access to wavelengths 
beyond the visual spectrum may provide a solution to this 
problem. Automatic detection of resinous wood appears 
a simpler and more feasible task than root rot disease 
detection. The automatic analysis of wood quality at har
vesting has the potential to improve the cost-effectiveness 
of harvesting and decrease the mental workload of har
vester operators. However, very low error rates will prob
ably be required to satisfy all the parties in the wood 
procurement process.
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